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Reduced
Order 
Modellingconda

UKAEA use case

inner(grad(u), grad(v))*dx

0.7.0 - 0.8.0 - 0.9.0



MI250X GPU

"The LUMI-G hardware partition consists of 2978 nodes with 4 AMD 
MI250x GPUs and a single 64 core AMD EPYC "Trento" CPU. The 
aggregated HPL Linpack performance of LUMI-G is 379.70 PFlop/s."

Aiming for Exascale



GPU-attached NICs

Flat to 8000+ GPUs
i.e. near-perfect scaling



Q3 Q4

Operator action:
y = L(x) 

for Laplace operator

using same integration 
scheme for both

Finite Element on GPU



Q3 Q4

Operator action:
y = L(x) 

for Laplace operator

using same integration 
scheme for both

Good Performance Finite Element on GPU





From C++ 
to Python 
to Rust

Bempp
(monolithic, tens of thousands of lines of C++)

Bempp-cl
(monolithic, tens of thousands of lines of Python)

Bempp-cl
(monolithic, tens of thousands of lines of Python)

ndgrid element rlst quadrature

octree kifmm kifmm assembly



Seriously, why Rust?
• Modern traits (concepts) based programming language.
• Memory safe by design (though less important than 

usually advertised)
• Excellent package management system similar to npm
• Easy deployment
• Growing and exciting community









ARCHER2 
getting Rusty

• Excellent MPI bindings for Rust available
• Compiling on ARCHER2 still a bit of pain
• Need better SPACK integration (working on it)



Community 
building



Community 
building
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